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ABSTRACT

This paper presents an innovative integrated viamgbroach for indexing music and for automaticatymposing
personalized playlists for radios or chain stofesefficiently index hundreds of music titles bynldawith artistic descriptors,
the user only needs to drag and drop them ontanandic music landscape. To help the user we progifiggent dynamic
visualization tools, such as the semantic specanthsemantic field lenses. An algorithm then prapag artistic values that
are hidden in the landscape into the titles bemgexed. Different propagation algorithms are tested compared. The
dynamic composition methodology is then describéd iis class n-gram algorithm and its means fasgpealization based
on the same music map as the visual indexing methibd technological leap that is proposed hereoisutn musical
experience into an integrated visual experiencerttay generate new kind of music knowledge and iemot

Topics: Measurement and Modeling (performance measureroénmultimedia systems) — Multimedia Computing
(development tools) — Case Studies and Applicatjondtimedia authoring)

Keywords: Multimedia Indexing, Information Visualization, Mibimensional Scaling, Musical Landscape, Playlist
composition, class n-grams.

1. INTRODUCTION
A playlist is a succession of music titles to bedafcasted in order, either on radios, in chairest@ound space, or at home
for private usage. Composing playlists at homesigally performed manually according to personal ddio Composing
playlists for other contexts (radio stations, chatiores) requires on the one hand considerableridiand artistic knowledge
of available musical objects and on the other teatidtic expertise in musical programming which elegs on the target. DJs
are alleged experts in setting up such programsrditg to some artistic criteria and several caists. Our concern is to
build an automatic playlist composer applicationiclthcaptures and implements this knowledge and éhxigertise
particularly targeted to playlist composition fdrain stores.

Semi-automated or even automated music playlisposition is not new and several applications cafobed on the market
of which we can synthetically distinguish two maistegories. On the one hand we find those appicsitfor private use
such as iTunes’ Smart Playlist, or Windows MediayEt, that build playlists through filtering a muslatabase using the
mood, the genre, personal rating and other prigdteria. The user can enter her selection catdrrough menus, and then
she can manually edit the playlists that are pregasoften at random after selection - by the apgibn. On the other hand
we find commercial radio applications, such as RS&8ector XV or Netia’'s Music All that rely on afféirent philosophy.
The criteria are more focused on ‘rotation’ (lintib@ of repetition), frequencies, and many othenowrcial considerations.
Composition relies then heavily on constraint sggvinethods.

Due to their specific targets, home and commerngédios are limited in three ways, particularly whea want to target
playlist composition for chain stores. One lingincerns the succession of music titles, what wi shidlater ‘diachrony’. It
is either limited to a particular ‘color’ or ‘moodf music (home applications) or it is more theutesf commercial constraint
application and the ‘color’ is not the main draggforce. There is no real artistic approach congpéwea real DJ's practice.

The second difficulty is the necessity of indexaittitles. Although a lot of research has beendumted on automated music
indexing, there are few results on indexing witghhievel criteria (see state of the art below)hé&itthis is done by the user
(such as the ‘rating’), or it is imported (suchtlas ‘interpreter’, or the ‘genre’), which may neflect the user’s point of view



on some criteria. As a consequence, most of the itidexing has to be done manually using menus.tahk is particularly
boring and error prone since the user may not bathend a lot of time indexing and may neglect nmiatgresting criteria.

The third difficulty is the menu and key words bgaterfaces that do not fit the artistic naturerafsic. Some applications
described above try to give real colors to criteiat the metaphor is somehow misleading when tuimi® practice.

Our contribution is three-fold. Firstly, we projgoan integrated visual dynamic environment to affssuser when indexing
music titles, preparing learning material, compgsiand editing the resulting playlists if necessdiyis dynamic ‘look and
feel’ environment makes use of a music knowledgp.rtas very different from those found in all ethindexing and playlist
composition applications and closer to the artistiture of music. Secondly, we propose an innogatray for indexing

music titles with artistic criteria based on visuaks. It is more efficient and less error prorentmenu driven indexing.
Finally we describe a new way for composing playlisased on learning DJs’ expertise. It takes @&doount the artistic
approach for performing title scheduling. It doest meplace other composition approaches such astredmt solving

methods, but it addresses a new dimension thatipvés now missing, particularly when the targeathain stores.

The name of the project is MBox and its contexhdustrial, with a software company partner whognts are radios and
chain stores. Two playlist experts from this parthelp to unveil the expertise and to validate solutions. This paper
presents this application with the different algforis that are used to achieve the different gdmldd a music knowledge
map, assist during indexing, prepare learningligtesy compose and edit.

The next sections are organized as follows. Fiesfjustify our visual method for indexation througbual maps. Then we
detail our indexing approach describing its thresdiimentals: the music landscape, the differemaVisupports provided by
MBox to help managing semantics in a complex weahdl the indexing algorithms. After this descriptiwa discuss the
reliability of the indexing method considering therformance of the different indexing algorithms.

We then describe our dynamic composition methoditandsual approach which also makes great usheoknowledge map
designed for indexing. In the state of the art tladibws, we compare the performance of our mettmather indexing
methods and other composition algorithms; we atfpaé our method is not only better on a semantiatpaf view than

totally automatic methods, but also that it is tmy one we know that gives a high degree of irgggn through a unique
view and such a level of creative functionalities.

2. PRINCIPLE OF INDEXING THROUGH VISUAL INTERACTION
Musical sensations, being a sensual experienceyarfar from visual sensations; therefore a visnap representing artists
or musical styles can be an interesting metaphoa fimental map of musical knowledge. The centrahii to allow experts
to interact with musical objects the way a DJ iatés with record jackets when he prepares musidigt& in real time. To
materialize this idea, we imagine a DJ displayirgga@up of titles in 2D space according to someedatof similarity between
one another. The result would be a 2D landscapeendengraphic neighbourhood represents artistghbeiurhood.

2.1 The building of a music landscape for indexing andomposing
Indexing consists of giving values to a set ofilatites attached to objects, which in our case argiatitles. There has been a
great concern on music indexing; we shall give ialgsynthesis on the state of the art in this matte later section.

For the time being, let us consider that a titleléscribed with 20 to 30 descriptors (in our exar®®) such as ‘Taste’,
‘Attitude’, ‘Intelligence’, etc. with values betweed to 100 denoting a semantic scale. For instarthes) value for ‘Taste’
means ‘soft’, and 100 means ‘spicy’; O for ‘Attikidneans ‘respectful’ and 100 means ‘rebel’. TlEmantic was designed
by our industrial partner's music experts, derivitigg vocabulary from several readings about musitnposers and
interpreters.

The drawback of this type of description is thatahnot be computed automatically (the descriogdotally cultural, social

and subjective), which means that each title hdasetdescribed by hand using some sort of editoiceSihere are more than
2000 titles to characterize, it is clear that a na@rprocess is bound to be slow and error-pronat (flould damage the
composition step). The goal of our visual paradigro provide an easy, fast and fair method foekidg several thousands
tittes with more than 20 semantic descriptors kegplie expert in a well known context (the jaclketsa table).

2.2 Building the music landscape

2.2.1 Technical approach for building an information 2am
Many applications have been reported to build aalisnap representing proximity between heterogenedjects. We are
interested here in those applications that dedi witunds or pictures, or both. They use differeathmds to perform a



projection of a cloud of points that represent matiate data from an m-dimensional space to ankedisional space, k<m.
In our case, the points are music titles, the medsional space is composed of 23 descriptors (ma@8)k=2. The Self
Organizing Maps method (SOMs — [17]) is often agqbliFor example [9] use it to visualize and comjaage collections.
[24] also use SOMs for visualizing music archivesf automatically extracted physical features. Arotlass of techniques
is MultiDimensional Scalling (MDS) where two appcbas are distinguished [27]. The analytic approgdch example
Principal Component Analysis — PCA [13]) uses tistathce matrix eigen values and vectors to rotseptoperty axis and
project the objects on the best dimensions fobilisi. However this leaves us with little placer fimteraction [27]. FastMap
is an interesting PCA variant ([14]) but with thearge limit in interaction facilities.
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Figure 1: A 46 title music landscape obtained fronvectorial description (with 23 artistic descriptorg

A better approach for interactivity consists of mmizing a ‘stress’ function between n points the¢ described in an m-
dimensional space, after the compression or extensi their distances when projected onto a spatte lass dimensions
([31[71[29]). Several stress functions can be aggliThe most common one is:

STRESS= (DJK - dJK)Z

where ¢ is the Euclidian distance between points j and the destination space, addthe distance between points j and k
in the origin space.

2.2.2 The spring Algorithm applied to MDS

Various algorithms can be applied to minimize tlress function [3]. In our case, we use the SpEnthedding Algorithm
since it also adds a considerable degree of irteitsic This algorithm is well recognized for memgi certain aesthetic criteria
in the visual presentation of data or graphs ([4][12]). It works by considering each point as alemf a graph where
virtual springs are attached between all pairsaafes so that they must maintain a certain distahiis. algorithm is slow
when many points are considered but efficient ehomgen the number of nodes is limited ([29]), asum project. When the
number of nhodes becomes important the drawbaclalsanbe overcome with some improvements in therilfgo like in [8]
and [20].



To apply the FDP heuristics to produce an MDS mtaja, all the points are nodes in a complete grdpte distances

between the nodes are their distances in the atigescriptor space. A spring is attached betwleem(n-1)/2 pairs of nodes
with a length equal to the original distance. Tésuit of applying the spring force ([11]) in the 8pace to meet in the plan
the m-dimensional space’s original distances sp@aasly produces, after several iterations, a nikgtion of the stress

function, provided the graph does not get stuck iimcal minimum. To avoid the last case, the apgibe authorizes the

intervention of the experts to help the landscapget out of possible local minima through agitatis through moving some
nodes. In practice this help from the experts apgzeto be rarely necessary, our MDS projection dpeemarkably efficient

at finding an optimum fitting the experts’ expeaiat

Figure 1 shows the result of such an algorithmiagdpbn 46 music titles, described in a 23 descrippace and represented
by their record jackets. Clicking on an object shdlke corresponding descriptor values in the listhe left.

For indexing, we now imagine this landscape asnaastic 2D space containing semantic fields thatadnle to reveal the
semantic profile of any object dropped at a paldicplace.

3. VISUAL INDEXING ON A MUSIC LANDSCAPE AND
INFORMATION VISUALISATION ASSISTANCE

3.1 Visual Indexing

Semantically, the validity of the visual indexingetinod we propose is sustained by the way a radioft@d presents a new
artist in one sentence, just citing two or thremilsir known artists or styles of music. For instana DJ would say that Linkin
Park’s style of music is a mixture of Eminem, thaliRg Stones and some other rock star. We tum itiisical assimilation
into a visual neighbourhood in the music landscdipis easy for a music expert to drag and droppicture of a to-be-
indexed object (we call it aimdexabl¢ among thdandmarks i.e. the pictures composing the landscape. Theesaof the
indexable descriptors can then be inferred from taedmarks’ descriptor values by applying a particular propiaga
algorithm. It is as if the landscape was contair8gsemantic fields supported by the presenceeofrthsiclandmarksand
their organization. Arindexablewhich is dropped somewhere onto the landscapeuadto be semantically determined by
its localization. This approach is somehow the dofathe SOM classification method. Whereby the S@Morithm
automatically places vectorised objects on a 2z ey looking for a similar neighbourhood and tlgéres as output the
‘xy’ localization, here we give the ‘xy’ localizath by hand and the objects inherit the similaritthe neighbourhood.

Figure2 presents the visual indexation ofiadexablecalled ‘Syracuse’ by the popular French singemiii&alvador’. The

indexing algorithm which is used is the 4-Nearestglbours, which will be described in section 4.T.Be four neighbours
are indicated by visible liaisons. A later sectyasents our study of different algorithms anddahaluation methodology for
choosing the best one. The neighbours andirtiexableare represented in Figure 2 by their semantic tajpacwhose

importance is now demonstrated.
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Figure 2 : Detail of the landscape with the title Syracuse' indexed using the 4NN method.



3.2 Visual Assistance: towards semantic spectrum lenses

The MBox application is derived from a more genegént oriented environment called Molage that eeetbp to build
adaptive information visualization and interfaceplégations. Molage stands for ‘Molecular Agentshc it is based on a
molecular metaphor in order to provide self-adaptoapacities. The objects in Molage are interactitgms that are
animated thanks to different forcédumerous interactive functionalities are availatdeperform information visualization
and manipulation, such as graph drawing, atom gypmselective force application. Several are aghpin MBox to assist the
indexer in controlling semantics and complexityeyare available through different tunable magatfan and magic lenses.

When looking at the landscape in Figure 1, littdoimation is given to the indexer about the sernanature of the

landscape. He only sees pictures laid on a 2D sfdte is enough at a high level for draggingirashexablesomewhere on
the landscape. He can also inspect the whole g¢scralues for any musiandmarkby clicking on it and looking at the
descriptor list on the left. But the interface dows say much about the propagation of valuesjquéatly when different

algorithms can be applied as it will be describetbd.

In order to give an instant view of the semantiegaigation, the expert can ask Molage to apply diffelenses according to
his semantic enquiry to reveal a different view thé landscape. Figure 2 presents the applicatiora gfarticular
parameterized lens that shows different informaitiotine (tunable) proximity of the mouse:

- the names of the interpreters and the songs;
- thelandmarksinvolved in the active indexing algorithm (theydinked by a straight line with thedexabl;
- the semantic spectrums of all amdmarksthat are involved and thedexablewhich is computed.

The semantic spectrum of a title is a set of ca@dupars, the length of each bar being proportibma corresponding

descriptor value. The bars are presented in the sader from top to bottom as the descriptors alist on the left (see

Figure 2). Since the number of descriptors variesnfan application to another, it is not possildehive a one-to-one
mapping between a particular colour and a desgarip® a result, a small limited set of colours sd and we emphasize on
the contrast between adjacent colours. The exp@aezkption is more like a ‘colour profile’ of abject compared to other
objects rather than a precise independent andlyima which is actually given by the descriptatlon the left.

This particular lens has proved to be very helfdulour experts that test the system. The fact tietindexer can see at a
glance all the spectrums of the neighbours andekglting spectrum of thmdexablegives him instant feedback on the
semantic propagation. He uses this informationettide whether to move slightly tiredexableon the landscape to improve
its spectrum, or to drop it if the latter is satibry. If moving thendexabledoes not improve the spectrum, the indexer can
still go to the descriptor list on the left and nha some values with the corresponding sliderss @tljustment has no impact
on the ‘xy’ position of thendexable Practically, this last correction is rarely madeich shows the pertinence of the visual
indexing.

3.3 Revelation of the semantic fields in the landscape

The landscape in Figure 1 does not give any hitherabout each descriptor or how its semanticefdield is spread. The
expert sometimes would like to know more about #pecific distribution in order to follow semantitirections when
dragging arnindexable To meet this need, we unveil semantic fieldsigufe 3 by combining some modeling and algorithmic
facilities offered by Molage (atom typing, trarnsityg and selective attraction force). A semarnittdfis a pair of atoms,
called indicators, linked by a visible line, anddewed with a unique descriptor. One atom (max-iaiic is given the
maximum value for the descriptor (100); the othemmaof the pair (min-indicator) receives the minimwalue (0) for the
same descriptor. The pair is displayed on the leaqoks and each atom is attracted by all the landsmaithout interfering
with them according to its unique descriptor valie.a result, the max-indicator is attracted tmaezwhere landmarks have
a high value for this descriptor; conversely thersmidicator finds the minimum value zone for thescétor. The link
unveils the direction between the max and the ralnes (see Figure 3), which is a way to indicdieear semantic gradient
about the descriptor that may be followed byratexablé.

! In reality, this gradient is not linear, but thaywve unveil it uses a linear representation wisaufficient for our purpose.



Figure 3: A music landscape with semantic fields

4. INDEXING ALGORITHMS AND ASSESSMENT METHODOLOGY
Figure 2 gave a hint on a particular indexing métihased on a K-Nearest-Neighbour (KNN) algorithee(4.1.3). We
designed, implemented and tested different propmgahethods to assess their reliability and selleetbest one. These
methods are not the only variables that influertee indexing method’s reliability. Three other maiariables are of
particular interest: the density of the landscajee,the number ofandmarksin the landscape; the locality of the dropping,
that is, in the centre of the landscape or at tigeepand the choice of thendmarks The influence of these variables will also
be reported.

4.1 The indexing algorithms

In some algorithms all thtandmarkson the landscape are involved in the propagaf@thers consider thindexable’s
neighbourhood only. They are local algorithms.Ha following, we just sketch the different algonith that we tested and
only detail the one that has finally been seledted KNN.

4.1.1 The whole landscape gravitational method (Newton)
All the landmarksin the landscape influence tivedexablés descriptor values according to a gravitatioral,li.e. with a
weighting based on the inverse of the quadrati@dis.

Eindexabie=  k (Ex/0®) [ 1/di2

with d; being the distance between the indexable andathénhark k, provided that.d 0. If d = 0, we force gd= 1 (the
distance is measured in pixels).

4.1.2 The m-Dimensional Spring heuristics (NDS)

We designed this original indexing algorithm as diual of the spring MDS algorithm presented inisec.2.2. The idea is

to use the known 2-Dim distances betweenititexableand thelandmarksas the target values for the springs attached
between thendexableand thelandmarkin m-Dim space, with each dimension correspondingach descriptor value. We
then apply the spring algorithm to (virtually) ‘metheindexableto a stable position in the m-Dim space.



4.1.3 The weighted K-Nearest Neighbours method (KNN}gtaid

The KNN method is widely used in many fields foasdification, prediction and missing data estinmtid/e are more
concerned here with missing data estimation sudh §0]. Given a set of m-dimensional poinfsaéth all known values,
and given an m-dimensional point t with some migsialues among the m-dimensions, the objective detive the missing
values of t using the corresponding values of gadirdm a The KNN estimation method consists in finding tiseK nearest
neighbours with some metric that involves the knastues of t and;aThe unknown values of t are then computed as the
mean, or (better) as a weighted mean, of the ifieththeighbours’ respective known values. A vemikir algorithm is also
popular in interpolation methods under the nhamieérse Distance Weighted (IDW) [31]. It gives gomsults with some
limits that we will mention in the last section.

In our case, the given points are taedmarkswith their descriptor values and their x and yiposs. Anindexableis an
unknown point whose only known values are the xyapdsitions. The metric we use to identify the éarest neighbours is
the xy-euclidian distance (which is often the cattb this method). Then eadhdexablevalue &.4 is computed by applying
a weighted mean on the K nearestdmarksrespective descriptor’s value

Our KNN method is a modification of the tradition@dNN (or IDW) algorithm. When the indexer drops theexableright
onto a precise landmark, we impose tih&tindexabletakes the whole descriptor values of this particldaadmark(we thus
prevent division by 0, commonly baldy treated thlylo@ condition in the traditional KNN method).

Inputs: a set of landmarks, an indexable in pogitigy, an integer value for K

1) find the K nearest neighbors of the indexable:

Compute all the xy-euclidian distances betweerrtiexable and the landmarks.

Select the landmarks whose distance to the indexalthe smallest. If conflict, choose at random.
2) index:

Let g be one of the K nearest neighbord (KL..K]),

Dy = d2, and & its descriptor value for descriptor i. Then:

€= Kk Bk P
with: pr= (1 /DY) / (1 / D) which can be rewritten:

Pk = hk/ u=1..K hu ’
where i = P,-; « D, with D, =1 when v = u.

For example, if K= 3, p= D, D3/ (D, D3 + D; D3 + D, D,). This formula gives p= 1 and p= p; = 0 for D, = 0, which is
what we are looking for. This method mimics thethelsat is supposed to motivate the expert whengngpanindexable
near a group dandmarksor onto a particuldandmark(landmark 1 in our example above).

In order to explore the influence of the numbemi¢, have made trials with K = 2, 3 and 4. In theeasment section (4.2),
we will discuss the results calling them 2NN, 3Nddd 4NN.

4.1.4 The Nearest Friend and K Nearest Neighbours (KNF)

This original method is a slight modification oktpreceding one. We consider that the expert doedrop anndexablein
the middle of a group dandmarks but near a particuldandmark called its friend, with influences from other gielbours.
Therefore, we find first the best neighbour (therfd f), and then the other nearest neighbours.

4.2 Reliability assessment methodology for the differenindexing algorithms
We studied and tested three different evaluatiothaus that seemed the most interesting to comparatiexing algorithms
and understand the meaning of the results. We lyuscksent them and detail only the last one inlithés of this paper.

4.2.1 First evaluation method

The first evaluation method consists of taking ao$éndexablesand asking the expert to visually index them. hé&n use
the transtyping facility in Molage to dynamicallyrbh them into a particular type called ‘index tegth atom of this type
behaves like anndicator, i.e it moves autonomously in the landscape adegrdo its acquired new values (over all
descriptors) without affecting the landscape. Tdigplacement is due to the fact that the indeximghad is not perfect. It
gives anindexablevalues that are slightly different from those adaark would have at this precise position in the
landscape. The best indexing method should lingitdisplacements.



Results Newton provokes unpleasant displacements; ND®pas better although not perfectly; KNN and KNFe atery
good, and even perfect when Budlexableis dropped onto d&andmark This last result is not a surprise since these tw
heuristics were designed with this purpose. We lcolecin the limits of this particular test that KNdid KNF are the best
approaches.

4.2.2 Second evaluation method
We ask the indexer to first index by hand a séhdéxableswith the sliders (on the left in Figure 1), anértto index them
visually on the landscape with the different aloris. We then compare the two sets of descriptioiesdor each algorithm
for eachindexableand for all of them.

Results The results are not far from those produced with next method which is simpler in practice siitcdoes not
require the expert. We detail now this third method its results.

4.2.3 Third evaluation method

In this method, we choose a subsetlaridmarksaccording to their position in the landscape. Vegestheir original
descriptor values. We then use the transtypinditiaéh Molage to turn the selectedndmarksinto indexableswithout
moving themWe visually index them with the different algbrits. We can now compare the new descriptor vahresach
algorithm with the original ones applying the faliog estimation method.

Suppose there are m descriptors. Each descriptobeaonsidered as a point with two coordinates 2D Euclidean plane,
one coordinate being the original value, the otivex the computed value. If the indexing methodeidget, these two values
are identical, and the point is on the first biseathich should be the regression line. A perfadeking algorithm should
give m descriptor points aligned on the first bisecSince the algorithm is certainly not perfeébe points are scattered in
the up-right sub-plane. Figure 4 shows an examipéeaorrelation line for the 2NF method appliedcatparticular title (‘Kiss’
by Prince).

In order to quantitatively assess the bias of @adbxing algorithm, for each atom that is usedtésting we compute the
correlation coefficientdc) between the sety) of original descriptor values and the sev)(of computed values. CC is a
real value given by the cosine between the twoorsct

cc(ov, cv) =cos(ov, cv) =ov* cv/|pV||* |Vl

If ccis near 1, then the correlation angle betweentloevectors is near 0 and the method is good bec@ustrieves the
original values. If it is not, the method (or sohieg else that needs to be investigated) is (parttpng. Now let us see how
thiscc can be used to assess the different indexing deas

We computed this correlation coefficient for aletindexing algorithms by the following method: Fivge turned 10 test
landmarks (coming from different positions) intimdexablesand using each algorithm on a Bhdmark landscape we
calculated the descriptor valuest for each one of these test titles. Then we resutineccomputation for a 4ldndmark
landscape.

Our first goal was to check whether a ddmarklandscape performs better than al@ddmarklandscape or not. Our
second goal was to compare the indexing performahttee different methods.

Results for the number oflandmarksin the landscape:Figure 5 shows the results for a particular {itkéss’ by Prince)
which is situated near the edge of the landscameedms that a 4@ndmarklandscape performs better than al@@dmark
landscape and that the best method is 3NF, andidigt is NDS. To test this hypothesis we appliqtheied Student t-test
with a 95% confidence interval, 6 degrees of freedmd with the null hypothesis being that both nseae equal. This test
was performed with Excel’s analysis tool. It showtikdt the null hypothesis cannot be rejected. it lsa concluded that on
this particular title, the number t&ndmarksin the landscape is not statistically significant.

In order to compare the different methods, we ttmmputed a CC-mean for each algorithm by using>@e that came from
the 10 testandmarks This computation was conducted twice on the tifferegnt landscapes.

Results A first Student t-test performed to compare thie tandscapes confirmed the precedent null hyp&h€eomparing
the methods with a Student t-test, there is nasitaevidence that, besides Newton which is weakey method outperforms
the other methods. The CC-means for all method&lbuiton and for both landscapes are around 0. thwikirather good.



4.3 Choosing the best indexing algorithm

Putting together all the results from all the assest methods, it appears that the whole landsalgeithms (Newton and
NDS) perform better at the centre of the landsdapean(CC»0.8), and the local algorithms perform better a& ¢uge
(mean(CC»0.9).

This result can be understood in this way. At tdgesof the landscape, thendmarksare much correlated along a few
descriptor dimensions. Therefore, using the neighbéor indexing is a natural way for recoveringnroon attribute values.
The centre of the landscape is more like a mepogwhich can create hazardous neighbourhoodsjralecing only with
the neighbours is a haphazard operation. In theg¢,ddewton performs better than local methods, MD& even better.
However altogether, Newton is the weakest of thkm a

Figure 4: Example of a correlation line for 2NF Figure 5: Comparison ofccs from the different methods for a
applied to a particular title (‘Kiss’ by Prince) particular title on a 20 (left) and 40 (right) title landscape

In conclusion, theoretically we should choose ateiking method relative to the place where the irdexops afindexable
We would then perform with a rather stable mean)(6f00.85 wherever on the landscape. Practicalppipears that the
experts prefer a ‘nearest neighbours’ method, @daily when they see the lines showing the neighbbke in Figure 4. To
comply with this wish, we decided to keep the 4NKtmod. As a result, we have a good correlatiomeatedge (0.9) and a
rather weak at the centre (0.5). More studies béllundertaken in the future to improve the indeximgthods and their
assessment.

5. PERSONALIZED PLAYLIST COMPOSITION
At this point in the playlist composition procese Wwave two results: a music landscape with Eavdmarktitles (40 titles)
and several thousand indexed titles within the daade (most of them hidden by lenses). The follgwihases are targeted
toward playlist composition. We synthesize the apph and its algorithms, enhancing the importaridhe landscape for
preparing the composition

5.1 Playlist composition principles

A playlist is a sequence of music titles that matckeveral objectives and a few constraints whostent greatly depend
upon the targeted audience (a particular chairestarprivate audition, a teenager party, etc.). svesider two main
objectives: harmony and diachrony. According tonf@my, we expect that the titles that are preserhénplaylist should
match some music preferences and some mood (itdshetin ‘harmony’ with the audience’s mood). Fgpexsonal playlist,
the preferences should be personal. For radiostamd chains, the preferences should match shaeder@nces among the
targeted audience, a particular music ‘color’. Hamsnmeans here ‘agreement in feeling and opinids.we shall see in the
state of the art, this is the main concern in tlaglist composition research community.

Our second objective is pertinent diachrony, whigmot really taken into account in the playlistrgaosition research
community although it appears to be the real D3jsedtise. Diachrony is the ‘change of colour ocimgrover time’. A
pertinent playlist diachrony (we call it ‘diachrdrigr short) is a title sequence that matches sericit or implicit artistic
rules. Making these rules explicit is particuladifficult. Since it is the core of the playlist esqise, the search for good
diachrony is also the core of our playlist comgositapproach. Although the different algorithms wee are well known (n-
grams and class n-grams), our approach is pantigllenovative in two ways : (i) the adaptation thiese algorithms to



playlist composition and (ii) the use of the dynarknowledge map to interact with the user whenniea; and when
merging diachrony and harmony.

5.2 Learning pertinent diachrony

Several interviews with DJs and a lot of radio tmres chain program auditions lead to the conclusian it is very difficult,

even impossible, to extract diachrony expertise (s@ate of the art). It seems that playlist diaojires an art, and art
production is beyond formalisation. Consequentlg, sonsidered that the best strategy was to ledsneitpertise without
formalizing it. In order to do so, we use an n-gramathod, a statistical method which is widely usedcomputational
linguistics.

5.2.1 The n-grams method
In linguistics, an n-gram model is a statisticatimoel to predict the next word given a sequencemfla/and some statistics
of occurrence based on a corpus of texts.

Let V = {a} be a vocabulary of size |V|, and

Af=a, &, ..., a1, & (Alkis a sequence of characters starting from positiap to position k).

A= a, ..., a1, & (A is the sequence of characters starting from paositiap to position k).

Application of the Bayes rule gives a way to conepilie probability of occurrence of a characigkreowing the probabilities
Prob(AX) and Prob(A“Y).

Prob(al A*Y) = Prob(A¥) / Prob(A*Y

This probability can be computed with the frequeadi(A") and N(A*Y) of respectively A'and A**in a training corpus
T (a set of learning sentences):

Prob(al A" = N(A) / N(AY

The n-gram approach (n>1) consists of approximathmegse frequencies taking into account only theast tharacters
counting backward from character k.

approximation{Prob(@ A*")} = Prob(a| Acn+Y) = N(Awns1) / N(AgnstY)

The bigger the n, the more precise the guess ofigkecharacter. When n = 2, we are in preseneelofgram (2-gram), a
tri-gram is for n = 3. In the case of bi-grams, gt :

approximation {Prob(@ A;*)} = Prob(a] A% = N(a1, a) / N(ac)

which means that the probability of occurrence phdticular character after an observed charastequal to the frequency
of appearance of this particular sequence dividetthé frequency of appearance of the observed cteara

The frequencies are given through two tables. @béetis one-dimensional with size |V| and cont#iesfrequencies of all

characters of V in the corpus T, i.e. N(a) for‘allcharacters; in the case of a bi-gram, the sdds 2-dimensional with both
dimensions of size |V| and contains the frequerdi@g; , a) for all sequences of two characterg;(aa) in the corpus.

When a particular character is observed in the exezpli whose following character is to be guessedcaleulate the

probability of occurrence of all characters of \failgh N(a.., a) / N(a.1). This gives us a probability distribution of all
characters after the observed charagter a

5.2.2 The n-grams method applied to playlist composition
Our goal is to compose playlists, i.e. sequenceswgdic titles extracted from music title massivéatlases using already
composed playlists. We consider a music title elsaaacter of the vocabulary V and any playlist asrence.

The vocabulary : For complexity management reasons that we doisotiss here (combinatorial explosion and sparsgness
we limit the vocabulary of the language to taedmarkson the landscapéis a result, the vocabulary is small (40 titles i
enough), stable (tHandmarklist is fixed), and we allow as many repetitiossage want in the training playlists.

The training corpus is made up of samples of playlists. We ask an rxpé to produce several playlists by hand, through
dragging and dropping clones of the landmarks ftbenMBox landscape down to the timeline at thedotbf the screen
(see Figure 6). These playlists present diachreai@tions according to the target audience. Assallt, it is possible to
apply different diachronic strategies that depemdhe audition context.



Value for n. We know that the bigger n, the more precise thesgudowever, it appears that, if the language hadbrpus
are well chosen, we avoid a lot of ‘perplexitgnd small values for n are enough efficient. egrs through experiments
that tri-gramsare particularly adapted for our purpose. Assultethe composition process will consist of, framalready
composed sequence, observing the two last titldgrarto guess the next one

The starting sequenceWe need some two-title long trigger playlist tarsthe process of producing new playlists. Diffgre
triggers can be provided with the training corpmsgiven at the last moment by users that wantifectithe composition
toward some moad

Creativity. If at each composition step we were to choose tbst probable next title, the composition would gfeick in
repetitive most probable patterns. To avoid thisagion, when the next title is to be chosen, wewha (virtual) dice with as
many faces as there al@ndmarks (the vocabulary V) and a probability distributiasientical to the title conditioned
probability distribution in the learning playlistts The outcome of the dice gives the next probttidewith some statistical
noise.

Result. We call the result of this composition limited lemdmarksa ‘primary composition’ It composes titles in the order
that a DJ expert would compose; but since it istéichto 40 titles, it is rather repetitive. We nosturn to thousands of titles
by introducing the concept of harmony.

5.3 Harmony for personalization and secondary compositin

Figure 6: Result of the secondary composition pross. The playlist timeline can be seen at the bottgrwith only five titles shown
and two rendez-vous under the timeline (images neahe clock digits) with two different levels of béance between diachrony and
harmony (proximity of the rendez-vous with the timédine). The playlist can be browsed horizontally. Tl landcape shows the
landmarks, the semantic fields and all the titlestat are used in the playlist. The landscape can biespected more easily with lenses
(not shown).

2 We do not discuss this well studied concept inr@tanguage analysis in the limit of this paper



Harmony is introduced to integrate all other titlrsd personalize the composition toward the audigmeferences. At the
same time our method for introducing harmony sobveell known problem of ‘sparseness’ in n-gramshoés that we do
not describe in the limits of this paper. The |larage is again the means for introducing harrmemwe explain it now.

We consider d&andmarkas a representative of a particular neighbourhiodike landscape and this neighbourhood as a class
represented by the landmark . As a result, prin@myposition was in fact a class composition siricenly applies to
landmarks, i.e. class representatives. Having gdess particularlandmark at a particular position in the primary
composition, Mbox must now swap it with anotheletitf the same class according to some criterianéés to know what

the class elements are (classification policy), define a swapping policy. The classification pplaonsists of regrouping
the titles with theilandmarknearest neighbour since this policy was alreadyl dsr indexing. We chose this classification
solution for efficiency reasons rather than anyeotigorithms like k-means.

The best candidate from the class to swap withrépeesentative (the landmark) in the playlist athestep is the title that is
the closest to the audience preferences. MBox dgivesDJ the possibility to provide ‘rendez-vousy)(titles at different
places along the primary playlist and a degreexp€etation 'e'. A ‘rendez-vous’ is any title frohetdatabase that gives the
audience’s expected preferences or mood for thetities up to another ‘rendez-vous’. The choicéhef title to be played is
a weighted mix between tHandmark‘c’ in the primary composition, and the activeridez-vous’ ‘rv’ using ‘e’ as the
weight. In practice we compute a property vectangig, rv and e, and look for the most similar assl element ‘a’ in the
landscape:

a = similar ([(1-e) c + e rv], c-class_elements)

The e value should be given by the user in anaotere way. The nice trick is that the DJ can daad drop a rendez-vous,
i.e. a clone of a landmark, from the landscape dowder the timeline which is at the bottom of tleeeen at a certain
distance from the line. For instance, two rendezsvtan be seen at the bottom of the screen ind-gumear the clock digits.
This distance is interpreted by Mbox as the balaacbetween the primary composition (diachronyyldhe expected mood
(harmony).

After all the rendez-vous have been placed by theddd when asked to do so, Mbox replaces all lankbkrin the primary
playlist by other titles according to the rendeznsw@nd their respective balance. We call the rélselsecondary (and final)
composition (see Figure 6).

5.4 Evaluation

Even if it is difficult to define an evaluation gozol for composition, we started to test our emwinent. Therefore we asked
several DJs experts to index a set of titles and th compose playlists for a special purpose.neer we have only limited
feedbacks and more assessments will be condudieddaring the industrial phase. We will study tleactions of non
professionals like teenagers. Methodologically eénmeain issues will be assessed: display qualitistaction facilities, and
quality of the production, i.e. the secondary cosifan.

Display quality and expressivity during the different tasks. Although the screen looks overloaded, the fact thatuser
maintains a mental map of the titles through thel$aape is an important help. The lenses are &sp helpful. On the
whole, although not yet clearly measured, the Vismawledge map principle and the fact that the nsmjp means for
integrating all tasks are very much appreciated.

Interaction facilities. Users can do a lot: indexing, organizing the nmdgfining training playlists by hand, or saving
secondary playlists as new training playslists, Ndox compose, or edit the results, etc. The emwirent is rich and

attractive to the experimenters. We expect agaidetine better evaluation tests during the indakmation phase of the
project.

Evaluation of the production. This is certainly the main important aspect to bseased. A good way to assess it is to
observe the modification a DJ expert does on argkny composition: deletion, insertion, substitntiVe observe that the
experimenters are more inclined to be favorablyreaped by the result than to modify it. This agailh be more deeply
investigated in the future.

6. STATE OF THE ART AND CONCLUSION
Indexing. Many approaches have been proposed for multimiediaxing, and, more particularly, indexing musiev&ral
lists of musical metadata have been proposed bymmsoial companies and user groups ([22][23][18]hey involve
different descriptors that we can classify inteethtypes.



Editorial descriptors (title, date, interpreter..t¢ aisually available in the musical databases.

Physical features are those that can be extracted the acoustic signal through signal analysisrtlgns, e.g. Fast
Fourier Transformation (FFT), such as beat, louslr@spitch. A large number of algorithms have bperposed to
extract physical features automatically (e.g.:29][24]).

Artistic features, such as emotional, social aniucal descriptors, are subject to interpretatibhese are high level
features. They include the genre, the sub-geneemtiod, etc. [23]. Several attempts are being nmde&tract semantics
from physical features [1], but the result is stiflry weak or limited to simplified forms of musstich as the MIDI
format [19] whereby we are interested in polyphanigsic. These features are those that are mospiyresl for playlist
composition since they give the artistic dimensddmusic [15][28].

For the time being, manual indexing is still a resegy approach for high level indexing, which lieggttes our research. But
indexing by hand a vector of descriptors is slow &dious, which often leads to botching i.e. saascriptor values are

‘forgotten’ by the indexer because of saturatiortiVdur approach, a title is totally indexed in agyeealong all the descriptor
dimensions: the approach is ‘fair’ since all dgstmiis receive a value, none are forgotten, so tisene botching. It is very

‘easy’ (emphasized by the experts that are using®Blt is also ‘faster’ compared to manual indexift takes a twenty

minute mean time for an expert to index ten tithéth the descriptor sliders, and a five minute méare to drag and drop

meaningfully the samidexablesonto the landscape. Visual indexing is four tirastér. Moreover, the titles’ descriptions
can be compared in one quick glance thanks toitumhplacement and the semantic spectra.

There are still however, several limits that mustreported. Some have already been observed by@iterning the IDW
method: (i) estimates are bounded by the extrerizeisample values; (ii) the method relies on tgai@pagation (see Figure
2) which is partly the cause of the lack of relidpiat some places of the landscape. Our futuseaech will improve our
visual indexing method on these issues. Anotheit lisy in the necessary participation of an expéwh important
improvement would be to automatically place thdexablesin the landscape thanks to an automatic analysgpecific
physical features. But the experts are not keethigridea.

Composition. Playlist composition is also an active domain afeaach. But the different solutions are very lighjtenostly
relying on selecting music titles according to tiser preferences, which is like paying attentioly ém harmony according to
our model. For instance [25] who use learning asdifback from the user context. [28] learn usersfgpences and a kernel
from a large set of albums in order to produce lts/that are generated from seed songs. The title ranked and then
played in a decreasing order. The authors trieter@iit methods in order to produce a better orde(®BVM, neural
networks) but they did not improve it accordingtieir own estimation. A similar seed song technigeems to be applied in
Gracenote Playlist 2°0with editing capacities. Several authors howewarehrecently started to try to find other ways to
create more artistic orderings. [2] use local deaechniques to solve a constraint satisfactiomlera on thousand of titles,
where constraints are seen as cost functions. Smmstraints are already taken into account in qpr@ach such as
‘rotation’; the paper is not clear about the coaistis and how they help to artistically organize tiaylist. It seems that they
intervene at a global level and not on diachroiyie nearest approach to our model is brought by 2o uses different
MDS algorithms (such as Fastmap) to create musidstzapes looking very much like our landscape. deriag the fact
that the author’s objective is background musicplessis in composition is on ‘smoothness’ and ‘péylare generated by
linear interpolation in the embedding space’. Thi&ans that the landscape plays a more importaathah in our approach.
But it also means that there is no artistic experitn this approach whereas it is at the core #.0u

Conclusion. The state of the art above shows that our appré@cimdexing and for personalized composition @vel in
many ways. Moreover it provides an integrated \lisn&ironment that does not replace DJ expertsabsists them for better
productions. It can also be used for personal egixins (we think of teenagers), music being tuingzla visual experience.

Indeed the experts that are using MBox find anregdeguality in participating in the indexing amdmposition processes.
They report that the proposed dynamic informatiualization approach is extremely pleasant anddsvhem to explore
and produce new musical knowledge. They consides & new composition instrument. A visual aesthetnsation is turned
into a musical experience.

3 http://www.gracenote.com/gn_products/playlist.html
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